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Abstract

:

The presence of foliage is a serious problem for target detection with drones in application fields such as search and rescue, surveillance, early wildfire detection, or wildlife observation. Visual as well as automatic computational methods, such as classification and anomaly detection, fail in the presence of strong occlusion. Previous research has shown that both benefit from integrating multi-perspective images recorded over a wide synthetic aperture to suppress occlusion. In particular, commonly applied anomaly detection methods can be improved by the more uniform background statistics of integral images. In this article, we demonstrate that integrating the results of anomaly detection applied to single aerial images instead of applying anomaly detection to integral images is significantly more effective and increases target visibility as well as precision by an additional 20% on average in our experiments. This results in enhanced occlusion removal and outlier suppression, and consequently, in higher chances of detecting targets that remain otherwise occluded. We present results from simulations and field experiments, as well as a real-time application that makes our findings available to blue-light organizations and others using commercial drone platforms. Furthermore, we outline that our method is applicable for 2D images as well as for 3D volumes.
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1. Introduction


Several time-critical aerial imaging applications, such as search and rescue (SAR), early wildfire detection, wildlife observation, border control, and surveillance, are affected by occlusion caused by vegetation, particularly forests. In the presence of strong occlusion, targets like lost people, animals, vehicles, architectural structures, or ground fires cannot be detected in aerial images (neither visually nor automatically). With Airborne Optical Sectioning (AOS) [1,2,3,4,5,6,7], we have introduced a synthetic aperture imaging technique that removes occlusion in real time (cf. Figure 1a). AOS offers a notable advantage besides its real-time capability: it is wavelength-independent, making it adaptable across a range of spectrums, including the visible, near-infrared, and far-infrared. This adaptability extends its applications into diverse domains. AOS has found practical use in various fields, encompassing ornithological bird censuses [8], autonomous drone-based search and rescue operations [9,10,11], acceleration-aware path planning [12], and through-foliage tracking for surveillance and wildlife observation purposes [13,14,15]. Our prior research has demonstrated the advantageous impact of employing integral images, particularly in image processing techniques like deep learning-based classification [9,10,11] and anomaly detection [12,16].



AOS utilizes conventional camera drones to capture a sequence of single images (RGB or color-mapped thermal images, as depicted in Figure 1b,c) with telemetry data while flying along a path that defines an extremely wide synthetic aperture (SA). As explained in detail in [1], these images are then computationally registered (i.e., relative to the corresponding drones’ poses) and integrated (i.e., averaged) based on defined visualization parameters, such as a virtual focal plane. Aligning this focal plane with the forest floor, for instance, results in a shallow depth-of-field integral image of the ground surface (cf. Figure 1a). It approximates the image that a physically impossible optical lens of the SA’s size would capture. In this integral image, the optical signal of out-ot-focus occluders is suppressed, while focused targets, such as an occluded person on the ground, are emphasized, as shown in Figure 1d. AOS relies on the statistical probability that a specific point on the forest ground remains clear of vegetation obstruction when observed from different perspectives. This fundamental principle is investigated in detail with the help of a statistical probability model, as presented in [3].



The principle of synthetic aperture sensing is commonly applied in domains where sensor size correlates to signal quality. Physical size limitations of sensors are overcome by computationally combining multiple measurements of small sensors to improve signal quality. This principle has found application in various fields, including (but not limited) to radar [17,18,19,20,21,22,23,24,25,26,27,28,29,30,31,32,33,34,35,36,37,38,39,40,41,42,43], radio telescopes [44,45], interferometric microscopy [46], sonar [47,48,49,50], ultrasound [51,52], LiDAR [53,54], and imaging [55,56,57,58,59,60,61,62]. AOS utilizes this principle in the optical domain.



Computational techniques, such as anomaly detection or classification, are often applied to aerial images to support visual searches by automatic target detection. One advantage of model-based anomaly detection over machine learning-based classification is its robustness and invariance to training data. A classical unsupervised anomaly detector for multispectral images is Reed–Xiaoli (RX) detection [63,64], which is often considered as the benchmark for anomaly detection. It calculates global background statistics over the entire image and then compares individual pixels based on the Mahalanobis distance:


  α  r  =     r − μ    T   K  n × n  T    r − μ   ,  



(1)




where    K  n × n     is the covariance matrix of the image with n input channels, the n-dimensional vector r is the pixel being tested, and the n-dimensional vector  μ  is the image mean. The t% of all image pixels with the highest anomaly scores  α  are detected as abnormal by the RX detector, where t is referred to as the RX threshold.



In [13], we demonstrated that RX detection performs significantly better when applying it to integral images (i.e., applying it after integrating multiple aerial images, as illustrated in Figure 2, top row) compared to applying it to single aerial images without integration. The reason for this is that the image integration results in defocused occluders, which leads to much more uniform background statistics [13].



In this article, we demonstrate that integrating anomalies (i.e., applying anomaly detection to single aerial images before integration, as shown in Figure 2, bottom row) even outperforms the detection of anomalies in integral images (Figure 2, top row). We refer to this principle as Synthetic Aperture Anomaly Imaging (SAAI).



In Section 2, we explain how the results are computed for our simulated experiments and introduce an application that has been developed for capturing the results during our field experiments. It is compatible with the latest DJI enterprise platforms, such as the Mavic 3T or the Matrice 30T, is operational in real time on DJI’s Plus and Pro smart controllers, and is freely available (https://github.com/JKU-ICG/AOS/, accessed on 30 August 2023) to support blue-light organizations (BOS) and other entities. In Section 3, we present quantitative results from simulations using ground truth data, along with visual outcomes derived from field experiments. We discuss our results in Section 4 and provide a conclusion as well as an outlook for future work in Section 5—including the initial results of SAAI being applied to 3D volumes instead of to 2D images.




2. Materials and Methods


2.1. Simulation


Our simulations were realized with a procedural forest algorithm called ProcTree (https://github.com/supereggbert/proctree.js, accessed on 30 August 2023) and was implemented using WebGL. We computed 512 × 512 px aerial images (color-mapped thermal images) for drone flights over a predefined area using defined sampling parameters (e.g., waypoints, altitudes, and camera fields-of-view). Figure 1 shows examples of such simulated images. The virtual rendering camera (FOV = 50 deg in our case) applied perspective projection and was aligned with its look-at vector orthogonal to the ground surface normal (i.e., pointing downwards). Procedural tree parameters, such as tree height (20–25 m), trunk length (4–8 m), trunk radius (20–50 cm), and leaf size (5–20 cm), were used to generate a representative mixture of tree species. Finally, a seeded random generator was applied to generate a variety of trees at defined densities and degrees of similarity. Besides the thermal effects of direct sunlight on the tree crowns, other environmental properties, such as varying tree species, foliage, and time of year, were assumed to be constant. The simulated forest densities were considered sparse with 300 trees/ha, medium with 400 trees/ha, and dense with 500 trees/ha. The simulated environment was a 1 ha procedural forest with one hidden avatar lying on the ground. Since the maximal visibility of the target (i.e., the maximal pixel coverage of the target’s projected footprint in the simulated images under no occlusion) is known, the simulation allows for quantitative comparisons in target visibility and precision, as presented in Section 3.




2.2. Real-Time Application on Commercial Drones


The real-time application used for our field experiments was developed using DJI’s Mobile SDK 5, which currently supports the new DJI enterprise series, such as Mavic 3T and Matric 30T. For the results of the field experiments presented in Section 3, we applied a DJI Mavic 3T with a 640 × 512@30 Hz thermal camera (61 deg FOV, f/1.0, 5 m-infinity focus) at an altitude of 35 m AGL. The application is executed on the Android 10 smart controllers (DJI RC Plus and Pro) and, as shown in Figure 3, supports three modes of operation: a flight mode that displays the live video stream of either the wide FOV, thermal, or zoom RGB camera, and a scan mode and parameter mode, in which single aerial images are recorded and integrated, the visualization parameters are interactively adjusted, and the live video stream (RGB or thermal) is displayed on the left side, while the resulting integral image (thermal, RGB, or RX = SAAI/AD on integral image) is shown on the right side. The application supports networked Real-Time Kinematics (RTK), if available. The application, including details on installation and operation, is freely available (https://github.com/JKU-ICG/AOS/ accessed on 30 August 2023).



Figure 4 illustrates a schematic overview of the application’s main software system components. It consists of three parallelly running threads that share images and telemetry data through queues. This is essential for buffering slight temporal differences in the runtime of these threads. The first thread (implemented in Java) receives raw (RGB or thermal) video and telemetry data (RTK corrected GPS, compass direction, and gimbal angles) from the drone, decodes the video data, and selects frames (video-telemetry pairs) based on the defined sampling distance. Thus, if the selected sampling distance is 0.5 m, for example, only frames at a flight distance of  ≥ 0.5 m are selected and pushed into the queue. Note that, while video streams are delivered at 30 Hz, GPS sampling is limited to a maximum of 10 Hz (10 Hz with RTK, 5 Hz with conventional GPS). Therefore, SAAI results are displayed at a speed of 10 Hz/5 Hz. The next thread (implemented in PyTorch for C++) computes a single image RX detection on the GPU of the smart controller. It receives the preselected frames from the first queue and computes the per-pixel anomalies based on the selected RX threshold t (which is called Rx in the application’s GUI). These frames are then forwarded through the second queue to the third thread. The last thread (implemented in C++) registers a window of images (i.e., the n latest frames, where n is the integral window size of the SA). This registration is performed based on telemetry data and the provided visualization parameters, as described in Table 1.



The final integral image is displayed on the right side of the split screen. Note that FP, Ro, Pi, CC, Cn, and Rx can be interactively changed in parameter mode, as explained above. The sampling distance and integral window size are defined in the application’s settings. Note that sampling distance times integral window size equals the SA size (a in Figure 1).



Performance measures were timed on a DJI RC Pro Enterprise running on Android 10: the initial thread required 10–20 ms, the second thread required 5–10 ms, and the last thread took approximately 40 ms. Overall, this led to approximately a 45–75 ms processing time. However, the maximum GPS sampling speed of 10 Hz (RTK) defers the processing time to 100 ms in practice.





3. Results


The results presented in Figure 5 are based on simulations conducted as described in Section 2.1, using procedural forests of different densities (300–500 trees/ha) with a hidden avatar lying on the ground. The far-infrared (thermal) channel is computed for cloudy and sunny environmental conditions, and is color-mapped (hot color bar, as shown in Figure 2). We compare two cases: First, the thermal channel is integrated, and the RX detector is applied to the integral image (AD on integral image), as performed in [13]. Second, the RX detector is applied to the single images and the resulting anomalies are then integrated (SAAI).



Since the ground truth projection of the unoccluded target can be computed in the simulation, its maximum visibility without occlusion is known. This is the area of the target’s projected footprint in the simulated images. One quality metric that can be considered is the remaining target visibility in case of occlusion. Thus, a target visibility of 61.5%, for instance, indicates that 61.5% of the complete target’s footprint is still visible in presence of occlusion. However, target visibility considers only true positives (i.e., if a pixel that belongs to the target is visible or not). To consider false positives as well (i.e., pixels that are indicated abnormal but do not belong to the target), we use precision as a second metric, which is the intensity integral of all true positives divided by the sum of true positives and false positives intensity integrals. High precision values indicate more true positives and fewer false positives.



As shown in Figure 5, integrating anomalies (SAAI) always outperforms anomaly detections on integral images (AD on integral images), both in target visibility and precision. This is the case for all forest densities and also for cloudy and sunny environmental conditions. Target visibility and precision generally drop with higher densities due to more severe occlusion. In particular, under sunny conditions, many and large false positive areas are detected. This is due to the higher thermal radiation of non-target objects, such as on tree-tops, that appear as hot as the target. Under cloudy and cool conditions, the highest thermal radiation is mainly from the target itself.



One major difference between AD on integral images and SAAI is that the first case results in a binary mask, as pixels are being indicated to be abnormal if they belong to the t% of pixels with the highest anomaly scores  α  (Equation (1)), while for the latter case, the detections of the t% most abnormal pixels of each single image are integrated. This leads to a non-binary value per pixel, which corresponds to visibility (i.e., how often an abnormal point on the focal plane was captured free of occlusion).



Note that, because the background models of single and integral images differ significantly [13], two different RX thresholds had to be applied to compare the two cases in Figure 5 (t = 99% for AD on integral images, and t = 90% for SAAI). They have been chosen such that the results of both cases approach each other as well as possible. For all other thresholds, SAAI outperforms AD on integral images even more. Section 4 discusses in more detail why SAAI outperforms AD on integral images.



Figure 6 illustrates the results of real field experiments (with individual experiment values) under the more difficult (i.e., sunny) conditions for thermal imaging. For these experiments, we implemented real-time SAAI on commercially available drones, as explained in Section 2.2. In contrast to the simulated results, a ground truth does not exist here. Consequently, the results can only be presented and compared visually.



Compared to single thermal aerial images, where the target is partially or fully occluded and its fractional footprint is often indistinguishable from false heat signals in the surrounding area, SAAI clearly reveals the target’s shape and suppresses false heat signals well. Figure 7 shows that applying AD on integral images under the same conditions results in many false detections that form large pixel clusters, just as in our simulations. Identifying the target can be challenging under these conditions.




4. Discussion


It was previously shown that, in the presence of foliage occlusion, anomaly detection performs significantly better in integral images resulting from synthetic aperture imaging than in conventional single aerial images [13]. The reason for this is the much more uniform background statistics of integral images compared to single images. In this article, we demonstrate that integrating detected anomalies (i.e., applying anomaly detection to single aerial images first and then integrating the results) significantly outperforms detecting anomalies in integral images (i.e., integrating single aerial images first and then applying anomaly detection to the result). This leads to enhanced occlusion removal and outlier suppression, and consequently to higher chances for detecting otherwise occluded targets visually (i.e., by a human observer) or computationally (e.g., by an automatic classification method). The RX detector applied in our experiment serves as a proof-of-concept and can be substituted with more advanced anomaly detectors. Nonetheless, we believe that the pronounced effectiveness of integrating detected anomalies over applying anomaly detection to integral images will remain. We achieved an increase in target visibility as well as in precision of an additional 20% on average in our experiments.



This finding can be explained as follows: with respect to Figure 1, the integral signal of a target point F is the sum of all registered ray contributions of all overlapping aerial images. This integral signal consists of a mixture of unoccluded (signal of target) and occluded (signal of forest background) ray contributions. Only if the unoccluded contributions dominate, the resulting integral pixel can robustly be detected as an anomaly. On the one hand, applying anomaly detection before integration zeros out occluding rays initially, while assigning the highest possible signal contribution of one to the target rays. Thus, integrating detected anomalies reduces background noise in the integrated target signal. In fact, the integrated target signal corresponds directly to visibility (i.e., how often an abnormal point on the focal plane was captured free of occlusion). On the other hand, the integral signals of occluders (e.g., O in Figure 1) can also be high (e.g., tree crowns that are headed by sunlight). They would be considered as anomalies if they differ too much from the background model and would be binary masked just like the targets. Consequently, anomaly detection applied to integral images can lead to severe false positives that are indistinguishable from true positives, as shown in Figure 5 (top row) and Figure 7. Certainly, this is also the case when anomaly detection is applied to single images. But integrating the anomaly masks suppresses the contribution of false positives, as their rays are not registered on the focal plane, as shown in Figure 5 (bottom row) and Figure 6. Only the false positives located directly on the focal plane (e.g., open ground patches that are heated by sunlight, as the large bright patches shown by the two top-right examples in Figure 6) remain registered and can lead to classification confusion. For dense forests, however, we can expect that large open ground patches are rare, and that most of the sunlight that could cause false detections is reflected by the tree crowns.




5. Conclusions and Future Work


Reliable visual and automatic target detection is essential for many drone-based applications encompassing search and rescue operations, early wildfire detection, wildlife observation, border control, and surveillance. Nonetheless, the persistent challenge of substantial occlusion remains a critical concern that can be addressed through occlusion removal techniques, such as the one presented in this article.



Derived from our experimental findings performed under different environmental conditions and varying forest densities, the precision range for Anomaly Detection applied to integral images (AD on integral images) spans from 0.07% to 17.5%, whereas in the case of Synthetic Aperture Anomaly Imaging (SAAI) it extends from 2.53% to 57.9%. Similarly, our experiments reveal that the minimum and maximum target visibility for AD on integral images are 1.5% and 41.8%, respectively. Here, SAAI leads to superior results of 13.04% and 61.5%, respectively. Overall, SAAI achieves an average enhancement of 20% over AD on integral images in both target visibility and precision through our experiments.



Our previous investigations have shown that the utilization of additional channels, such as the fusion of RGB and thermal data (instead of relying solely on RGB or thermal data), yields a significant enhancement in anomaly detection [16]. Therefore, our future work will involve extending anomaly detection to incorporate even more channels—including optical flow. In line with this, we will be conducting in-depth studies of anomalies triggered by motion patterns. Together with synthetic aperture sensing, this holds the potential of amplifying the signal of strongly occluded moving targets.



Moreover, we are actively exploring the integration of advanced deep-learning classification methods [11] and believe that applying classification to the results derived from SAAI will yield a superior performance compared to its application to conventional integral images. This enhancement should result from the initial suppression of false positive pixels by SAAI.



Using the same scanned single images, SAAI can easily be extended to 3D volume integration by simply repeating the 2D anomaly image integration process, as explained in Section 1, for different focal plane distances (h). This results in a volumetric focal stack of integrated anomalies at each volumetric position in space, as shown with initial results from simulations and field experiments in Figure 8. However, whether target classification in 3D is more efficient than in 2D needs to be explored.



As we progress, our objective is to leverage these findings to continually elevate the efficacy of target detection within the realm of aerial imaging.
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Figure 1. AOS principle (a): registering and integrating multiple images captured along a synthetic aperture of size a while computationally focusing on focal plane F at distance h will defocus occluders O at distance o from F (with a point-spread of b) while focusing targets on F. Conventional RGB (b) and color-mapped thermal (c) aerial images of forest with occluded person [blue box] on the ground. Suppressed occlusion when integrating detected anomalies from 30 thermal images captured along a synthetic aperture of a = 15 m at h = 35 m AGL (d). 
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Figure 2. Top row: integrating single aerial images (simulated, color-mapped thermal images in this example) first and applying anomaly detection (AD) on the integral image next. Bottom row: applying anomaly detection to single aerial images first, and then integrating the detected anomalies (SAAI). Results are simulated with a procedural forest model under sunny conditions (see Section 2.1). RX is used for both examples. Detected person and its close-up (blue box). 
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Figure 3. Our real-time SAAI implementation for DJI enterprise platforms and its common process of operation: (1) Take off and fly to target area in flight mode. (2) Scan in target area by flying a linear sideways path in scan mode. (3) Fine-tune visualization parameters (focal plane, compass correction, contrast, RX threshold) in parameter mode. Steps 2 and 3 can be repeated to cover larger areas. Operation supports interactive visualization directly on the smart control as well as first person view (FPV) using additional goggles. 
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Figure 4. Software system overview: The main components of our application are three parallel running threads that exchange video and telemetry data through two queues. They are distributed on the CPU and GPU of the smart controller for optimal performance and parallel processing. 
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Figure 5. Simulated results for cloudy (left) and sunny (right) conditions and various forest densities (300, 400, 500 trees/ha): anomaly detection applied to integral images, AD (top row), vs. integrated anomalies, SAAI (bottom row). As in Figure 2, color-mapped thermal images and RX detection were applied for all cases. We use a constant SA of a = 10 m (integrating 10 images at 1 m sampling distance captured from an altitude of h = 35 m AGL). Detected person and its close-up (blue box). 
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Figure 6. Real SAAI field experiment results under sunny conditions with our application running in real time on the drone’s smart controller: color-mapped single thermal and RGB aerial images of our test site (top left). SAAI detection results for sitting persons (left column) and for persons lying down (right column). The left side of the split screen shows single aerial images (color-mapped thermal) and the right side shows the corresponding SAAI result. See supplementary video for run-time details. We applied a maximal SA of a = 15 m (integrating no more than 30 images at 0.5 m sampling distance, captured from an altitude of h = 35 m AGL). Note that, depending on the local occlusion situations, the target became clearly visible after covering the max. SA to a shorter or larger extent. The RX threshold was individually optimized to achieve the best possible tradeoff between false and true positives (t = 97.4–99.3%). Detected person (blue box). 
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Figure 7. Real AD on integral image field experiment results (under same conditions as in Figure 4): Here, the RX detector is applied to the thermal integral images, as in [13]. Results show persons lying down (left two images) and sitting persons (right two images). As in Figure 4, the RX threshold was individually optimized to achieve the best possible tradeoff between false and true positives (t = 99.0–99.9%). Detected person (blue box). 
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Figure 8. SAAI applied to 3D volumes. Results of simulations (top row) and field experiments (bottom row) for different forest densities. Note that, for field experiments, forest density can only be estimated, and that (in contrast to simulations) GPS errors lead to misregistration of integral images—and consequently to additional reconstruction artifacts. For both cases (simulations and field experiments), a 10 × 10 waypoint grid was sampled at 30 m AGL, focal stacks of 100 slices were computed, and the target was a standing person with stretched out arms. Note also that, due to the top-down sampling nature of AOS, the resolution in the axial direction (vertical direction, height) is less than the resolution in spatial directions (horizontal plane). Visibilities are color coded (darker red = higher visibility). 
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Table 1. Description of visualization parameters (individual experiment values are presented in the results section).
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	Parameter
	Description





	(FP)
	Focal plane distance h



	(Pi)
	Focal plane pitch correction value



	(Ro)
	Focal plane roll correction value



	(CC)
	Compass correction value



	(Cn)
	Contrast enhancement factor



	(Rx)
	Rx threshold
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