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Abstract

:

Expected returns, variances, betas, and alphas are all non-linear functions of the investment horizon. This seems to be a fatal conceptual problem for the capital asset pricing model (CAPM), which assumes a unique common horizon for all investors. We show that under the standard assumptions, the theoretical CAPM equilibrium surprisingly holds with the 1-period parameters, even when investors have heterogeneous and possibly much longer horizons. This is true not only for risk-averse investors, but for any investors with non-decreasing preferences, including prospect theory investors. Thus, the widespread practice of using monthly betas to estimate the cost of capital is theoretically justified.
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1. Introduction


A young person saving for retirement has a planned investment horizon of several decades. The horizon of a person in her eighties is obviously much shorter. How should this dramatic difference influence the composition of their equity portfolios? Should fund managers consider the typical horizon of their clientele when determining how much to invest in each stock? Betas systematically depend on the horizon—should estimates of the cost of capital be based on betas corresponding to investors’ average or ‘typical’ horizon? From a macro perspective, what are the effects on the market equilibrium of lengthening this horizon due to increased life expectancy? This is a crucial issue, in light of the fact that life expectancy has increased steadily and substantially over the last century, from about 47 years in 1900 to 78 years today, that is, by about 3 months per year (Cutler et al. 2006). If this trend continues, what will be the asset pricing implications?



This paper examines the implications of the investment horizon, and in particular, the heterogeneity of horizons, on the risk–return equilibrium, and the cost of capital. In practice, the main method for estimating the cost of capital is to employ the CAPM risk–return relationship with monthly betas. While the debate about the empirical validity of the CAPM has been ongoing for decades,1 there is no question about the central role of the CAPM as a conceptual cornerstone, and as an extremely valuable practical tool for capital budgeting. The vast majority of managers employ the CAPM risk–return relationship with monthly parameters to estimate the cost of capital (Graham and Harvey 2001; Jacobs and Shivdasani 2012; Mukhlynina and Nyborg 2016; and Berk and van Binsbergen 2017).2 Are all these managers making a fundamental mistake when they employ monthly CAPM betas to estimate the cost of capital? After all, investors’ horizons are typically much longer than one month, and it is well known that betas change systematically and significantly with the investment horizon.



This research does not contribute to the empirical debate about the validity of the CAPM. Rather, our main contribution is a theoretical one. We show that one of the model’s central unrealistic assumptions, that of a homogeneous investment horizon, can be relaxed. If the 1-period (e.g., monthly) returns are normal and serially independent, the CAPM theoretically holds with the 1-period parameters, even if investors have heterogeneous horizons much longer than 1 period, and they are not necessarily risk-averse. Thus, the widespread practice of employing monthly betas to estimate the cost of capital is perfectly justified from a theoretical standpoint.



This result may seem surprising, given the non-linear dependence of the return parameters on the horizon. Even more problematic is the fact that as the horizon lengthens, the return distributions become positively skewed, and therefore the mean–variance framework becomes inappropriate altogether, as discussed in the next section. We circumvent these problems by employing the stochastic dominance framework, which applies to any return distributions. We employ first-degree stochastic dominance (FSD); therefore, our equilibrium result holds not only for risk averters, but for any investors with non-decreasing utility (or value) functions.



There is a widespread perception of the CAPM as either a 1-period model, or alternatively a continuous-time model that requires continuous trading, both of which are unrealistic. We suggest that this perception should be re-evaluated—the model holds in discrete time with heterogeneous and even ambiguous investment horizons. Market equilibrium is invariant to the distribution of horizons across investors, and should not be affected by the increase in life expectancy. Fund managers should not be concerned with their investors’ horizons—their sole goal should be to maximize the fund’s 1-period Sharpe ratio.



The next section reviews the related literature. Our main theoretical results are presented in Section 3. Section 4 examines the robustness of the theoretical results to relaxing the assumptions of normality and serial independence. Section 5 concludes with a discussion of the implications.




2. Related Literature


The investment horizon, and in particular, market equilibrium under heterogeneous horizons, are central challenges of financial economics (Levy 2022). Two key issues related to the investment horizon are (a) the optimal asset allocation between stocks and the risk-free asset, and (b) the optimal diversification across stocks and the implications for asset pricing and the cost of capital. While the first issue has been extensively discussed, the second, which is the focus of the present study, has attracted much less attention. Horizon effects are complex because expected returns, variances, correlations, betas, and alphas are all non-linear functions of the horizon (Tobin 1958; Levhari and Levy 1977; Bessembinder et al. 2021, 2023). Betas change systematically and non-linearly with the horizon: under i.i.d. returns, the betas of defensive stocks decrease with the horizon, while the betas of aggressive stocks increase with the horizon (Levhari and Levy 1977; Handa et al. 1989; and Bessembinder et al. 2021). As a consequence, a stock may have a positive alpha when calculated with 1-period returns, but a negative alpha when T-period returns are employed, or vice versa. In general, an investor’s optimal stock mix depends on her investment horizon, and therefore equilibrium asset prices and the risk–return relationship seem to depend on the distribution of horizons across investors.



Since the heterogeneity of investment horizons is a central property of the capital market, and given that we have yet to find a clearly superior alternative to the CAPM, several researchers have made advances in generalizing the CAPM to settings with heterogeneous horizons. The main approach taken in this literature is to assume that investors have mean–variance preferences, where the portfolio mean and variance considered correspond to the investor’s horizon. Lee et al. (1990) derived market equilibrium under heterogeneous investment horizons in this setting. Martellini and Urošević (2006) analyzed the case of investors with mean–variance preferences and a stochastic investment horizon. Brennan and Zhang (2020) developed an asset pricing model where investors have homogeneous mean–variance preferences and their investment horizons are stochastically drawn from the same distribution. Moreover, they showed that their model empirically outperforms both the standard CAPM and the Fama and French (1993) 3-factor model.



Mean–variance preferences are consistent with expected utility maximization in the following four cases: (i) the return distributions are normal (or, more generally, elliptical); (ii) the utility function is quadratic; (iii) returns are small in absolute value (Levy and Markowitz 1979); and (iv) under a continuous-time return generating process with continuous portfolio rebalancing (Merton 1971, 1973, 1990). Unfortunately, none of these conditions hold in a realistic setting with long investment horizons. Even if the 1-period return distributions are normal, the T-period return distributions are not; as the investment horizon increases, positive skewness builds up (Arditti and Levy 1975; Bessembinder 2018), and the return distributions diverge from normality. Quadratic preference implies the unrealistic property of increasing absolute risk aversion (Arrow 1971), while monthly returns are relatively small in absolute magnitude. This is no longer true for annual returns, let alone returns calculated over several years. In this case, mean–variance optimization no longer provides a good approximation for direct expected utility maximization, as shown by Levy and Markowitz (1979). Finally, continuous trading breaks down under even the slightest trading costs and, in addition, the standard continuous model implies that the return distribution over any finite horizon is lognormal, which is inconsistent with the empirical evidence (Levy and Duchin 2004). Thus, when the horizons are long, it is difficult to justify mean–variance preferences.



This motivates us to adopt a different approach that does not rely on mean–variance preferences over long horizons. Rather, we employ the distribution-free stochastic dominance approach. This framework does not make any assumptions about the shape of the T-period return distributions, and the only assumption about preferences is that investors’ utility functions are non-decreasing (we employ first-degree stochastic dominance). Thus, the results apply not only to all risk averters, but also to investors with prospect theory preferences (Kahneman and Tversky 1979; Tversky and Kahneman 1992) and investors with various aspiration levels (Payne et al. 1980; Payne 2005).




3. Theoretical Results


We begin by proving that the standard discrete-time CAPM holds under heterogeneous investment horizons for all investors with any non-decreasing preferences. Then, we extend the results to the case where a risk-free asset does not exist (i.e., Black’s (1972) zero-beta version), to the case where return parameters vary over time (i.e., the conditional version of the model), and to the case where investors have labor income and utility defined over both intermediate and terminal consumption.



	
Preliminaries






	(1)

	
First-degree Stochastic Dominance (FSD)







Let F and G denote the cumulative distribution functions of the returns of two alternative investment prospects, F and G. Then, investment F is preferred over investment G by all investors with non-decreasing utility (or value) functions if and only if   F ( x ) ≤ G ( x )   for all values x, and a strict inequality holds for at least one value     x   0     (see Hadar and Russell 1969; Hanoch and Levy 1969). Note that FSD implies preference not only by all expected utility maximizers, but also by cumulative prospect theory investors, possibly employing probability weighting (Tversky and Kahneman 1992).



	(2)

	
FSD among Investments with Normal Returns







In the special case where the returns on investments F and G are normally distributed with means     μ   F     a n d     μ   G     and standard deviations     σ   F     a n d     σ   G    , respectively, the condition for FSD dominance of F over G becomes the following:     μ   F   >   μ   G     and     σ   F   =   σ   G     (Hanoch and Levy 1969, p. 343).



	(3)

	
Multi-Period FSD







Consider two alternative multi-period investment strategies, F and G:



F: investing in portfolio     F   1     in period 1, in     F   2     in period 2, … and in     F   T     in period T.



G: investing in portfolio     G   1     in period 1, in     G   2     in period 2, … and in     G   T     in period T.



The total returns (i.e., 1+ rates of return) are multiplicative: the total return after T periods is     R   1     R   2   …   R   T    , where     R   t     is the total return in period t. Under the assumption that the returns are independent over time (but not necessarily identically distributed), the following holds: if portfolio     F   1     FSD dominates portfolio     G   1    , portfolio     F   2     FSD dominates portfolio     G   2    , etc., then the multi-period investment strategy F FSD dominates investment strategy G (Levy 1973, Theorem 2).



The above results are employed below to derive equilibrium under heterogeneous horizons. Consider a market with N risky assets and a risk-free asset. As opposed to the standard CAPM, investors may have heterogeneous investment horizons, and we denote investor i’s horizon by     T   i    . We begin by assuming that     T   i     is deterministic, and later extend the results to the case where the horizon is stochastic, or even ambiguous. Investor i maximizes her expected utility defined over terminal wealth at horizon     T   i    . Investors may revise their portfolios every period. Denote the portfolio weight of investor i in asset j at period t by     x   j , t   i    , and the weight in the risk-free asset by     x     r   f   , t   i    , implying a period-t portfolio return of the following:


       R  ~    p t   i   =   ∑  j = 1   N      x   j , t   i       R  ~    j       +   x     r   f   , t   i     r   f    ,  



(1)




where       R  ~    j     denotes the stochastic return (1 + rate of return) of asset j, and     r   f     is the return on the risk-free asset. Given a strategy of holding portfolio weights     x   j , t   i     in period t, investor i’s terminal wealth after     T   i     investment periods is given by the following:


      W  ~      T   i     i   =   W   0   i       R  ~    p 1   i       R  ~    p 2   i   …     R  ~    p   T   i     i   ,  



(2)




where     W   0   i     denotes investor i’s initial wealth, and the portfolio returns are given by (1). The investor maximizes the expected utility defined over her terminal wealth as follows:


  E U = E     U   i         W  ~      T   i     i       ,  



(3)




where     U   i     denotes investor i’s utility function.



In the case of constant relative risk aversion (CRRA) utility and i.i.d returns, the solution to the EU maximization problem (3) is independent of the investment horizon. However, this is not generally true for other utility functions. In general, the optimal strategy     x   j , t   i     may depend not only on the investor’s utility function, but also on the initial wealth     W   0   i     and on the investment horizon     T   i    .



We consider a framework where investors need not necessarily be risk-averse: they may have any non-decreasing utility functions, including functions with risk-seeking segments and various aspiration levels. Investors may also be prospect theory expected value maximizers with a value function defined over the difference between the terminal wealth and some reference point and subjective CPT decision weights.



Theorem 1. 

Under the standard CAPM assumptions of homogeneous expectations and the normality of 1-period return distributions, and the additional assumption that returns are independent over time, the CAPM equilibrium holds, with the 1-period return parameters.





Proof. 

Consider an investor with a horizon of T periods, employing a strategy G of investing in portfolio     G   1     in period 1, in portfolio     G   2     in period 2, etc., as illustrated by Figure 1. Consider an alternative strategy F, with portfolio     F   1     vertically above     G   1    , in period 1,     F   2     vertically above     G   2     in period 2, etc., as illustrated in the figure. Notice that strategy F is based on portfolios that are mixtures of the 1-period equity tangency portfolio T and the risk-free asset. As the 1-period return distributions are, by assumption, normal, and     μ     F   t     >   μ     G   t       and     σ     F   t     =   σ     G   t       for all periods t, by preliminary result (2)     F   t     FSD dominates     G   t    . Preliminary result (3) implies that strategy F FSD dominates strategy G.3 This dominance is invariant to the investor’s initial wealth. Thus, the optimal equity portfolio for all investors, regardless of their horizon, their utility function, and their initial wealth, should be the 1-period tangency portfolio. Note that as the dominance is by FSD, this is true not only for risk-averse investors, but for all investors with non-decreasing utility functions, including investors with prospect theory preferences.4 By market clearance, the market portfolio must coincide with the tangency portfolio.5 Following the standard analysis, the mean–variance efficiency of the market portfolio implies the CAPM linear risk–return relationship (Merton 1972; Roll 1977). Q.E.D. □





It is important to note that while investors’ horizons may be long, the CAPM holds with the 1-period parameters. In other words, the market portfolio coincides with the tangency portfolio that is derived with the 1-period return parameters, and the linear risk–return relationship holds between the 1-period expected returns and the 1-period betas. As Levhari and Levy (1977) and Bessembinder et al. (2021) show, the model will not hold when return parameters are calculated with longer horizons.



	
Extensions






Theorem 1 can be extended to the case of stochastic or ambiguous horizons, the case where a risk-free asset does not exist, the case where parameters vary over time, and the case where investors earn labor income and utility defined over both intermediate and terminal consumption.



	(i)

	
Stochastic or Ambiguous Investment Horizons







Theorem 1 shows that the investor’s optimal equity portfolio is the 1-period mean–variance tangency portfolio, regardless of the investor’s horizon. As this result holds for any horizon, it obviously also holds if the horizon is stochastic, or even if it is ambiguous, i.e., if the horizon is drawn from an unknown distribution.



	(ii)

	
No Risk-Free Asset







A very similar analysis can be conducted when a risk-free asset does not exist, following Black (1972). Consider a strategy G, which implies investing in portfolio     G   1     in period 1, in     G   2     in period 2, … and in     G   T     in period T. Compare this strategy with strategy F*, which implies holding portfolios     F   1   *   ,   F   2   *   , … ,   F   T   *    , which are located on the 1-period mean–variance efficient frontier, directly above the corresponding portfolios     G   1   ,   G   2   , … ,   G   T    , as shown in Figure 2. Following the analysis of Theorem 1, strategy F* dominates strategy G by FSD. This implies that all investors with non-decreasing preferences should always choose their portfolios on the 1-period mean–variance efficient frontier. The market portfolio is a wealth-weighted average of all individual investors’ portfolios, and as these are on the efficient frontier, so is the market portfolio (Black 1972). It follows that the CAPM linear risk–return relationship holds for the 1-period parameters with the zero-beta rate replacing the risk-free rate, exactly as in Black’s analysis.



	(iii)

	
Time-Varying Return Parameters







In Figure 1 and Figure 2, the same 1-period mean–variance frontier is drawn for all periods, which may seem to imply that the return parameters are assumed to be constant over time. However, this need not be the case. The parameters may be time-varying. At every period, investors derive the 1-period mean–variance frontier and the tangency portfolio based on the return parameters conditional on all information at that time. When new information arrives to the market, the parameters may change, and therefore so may the frontier and the tangency portfolio. Thus, the market portfolio may be time-varying. However, at any point in time, the market portfolio is the mean–variance optimal equity portfolio for the next period, and the CAPM risk–return relationship holds with the 1-period new ex ante parameters, based on the information available at that time. Thus, the results extend to the case of time-varying returns and possible regime switches (Ang and Bekaert 2002).



	(iv)

	
Intermediate Income and Consumption







The standard CAPM, as well as its generalization in Theorem 1, assume that the investor’s utility (or value) is defined over terminal wealth. In a multiple-period setting, intermediate income and consumption are likely to also be important, especially when the investor’s horizon is long. The result of Theorem 1 can be extended to the case of intermediate income and consumption, as proven in the Supplementary Materials Section S1.




4. Relaxing the Assumptions of 1-Period Normality and Serial Independence


The theoretical results in the preceding section rely on three main assumptions: (i) homogeneous expectations (ii) normality of the 1-period return distributions, and (iii) serial independence of the returns. The extension of the CAPM to the case of heterogeneous expectations has been discussed by several studies, including Lintner (1969), Williams (1977), DeMarzo and Skiadas (1998), Barberis et al. (2015), and Shi (2016). Therefore, in this study we focused on the effects of relaxing assumptions (ii) and (iii).



If the 1-period returns are normally distributed and are independent over time, Theorem 1 proves that all investors, regardless of their investment horizon and preference, will optimally hold mixtures of the 1-period mean–variance tangency portfolio and the risk-free asset. In practice, the 1-period return distributions may deviate from normality and may be serially correlated. To examine the validity of the theoretical results under realistic return distributions and serial correlations, we employed the empirical monthly return distributions as the ex ante 1-period return distributions. This should not be taken to imply that we believe that the ex post distributions are the best estimates of the ex ante distributions. Rather, we simply employ the empirical distributions to reflect “typical” return distributions, and, in particular, deviations from normality and serial-independence. We should stress that even though we employed the empirical returns, the following analysis is not an empirical test of the CAPM. Rather, it is a test of the robustness of our theoretical results to relaxation of the underlying assumptions. The choice of the “period” to be one month is in line with most empirical studies. One month is short enough so that the return distributions are pretty close to normal, yet not too short in the sense of implying very frequent portfolio revisions.



As a result of the deviations from normality and from serial independence, each investor may have a different optimal equity portfolio, depending on her horizon and utility function. For each investor, we numerically find the optimal portfolio that maximizes her expected utility, based on the terminal wealth distribution. Once we have each investors’ optimal equity portfolio, we calculate the aggregate market portfolio across all investors, and we evaluate the equilibrium relation between betas (with respect to this market portfolio) and expected returns.



4.1. Methodology and Data


Each investor maximizes her expected utility (or value) given by Equation (3). This maximization procedure is conducted numerically for each investor, where investors are heterogeneous across their horizons, T, and their preferences, U. For each investor, the horizon T is randomly drawn from a uniform distribution over the range of 1 year–20 years. We considered three classes of preferences, which are widely employed in the literature:



	(1)

	
Constant relative risk aversion (CRRA):   U   W   =     W   1 − γ     1 − γ    ;




	(2)

	
Negative exponential preferences (or CARA):   U   W   = −   e   − b W    ; and




	(3)

	
Prospect theory preferences, given by the following:


  V   x   =         x   α     f o r   x > 0       − λ     − x     β     f o r   x < 0       ,  



(4)




where x denotes the change in wealth, rather than terminal wealth, i.e.,     x =   W   T   − W   0     (Tversky and Kahneman 1992).







We simulated a market with 1000 investors, and took an (almost) equal number of investors from each of the above three preference classes (334 CRRA investors, 333 exponential investors, and 333 prospect theory investors). We employed typical preference parameters reported in the literature. For each CRRA investor, the relative risk aversion parameter,   γ  , was randomly drawn from a uniform distribution in the range [0.5–5].6 For each exponential investor, the parameter b was randomly drawn from a uniform distribution in the range [0–0.0001].7 For PT investors, we took   α = β = 0.88  , as in Tversky and Kahneman (1992), and the loss aversion parameter,   λ  , was taken as randomly drawn from a uniform distribution in the range [2–3].8 All investors were assumed to have the same initial wealth of $100,000.9



We employed the empirical monthly returns in the period April 2002–March 2022 (240 months), as reported by CRSP. We took the 100 largest firms (CRSP sharecode = 11), by April 2002 market values, that had complete return records over the sample period.10 The terminal wealth distribution could be generated either with the assumption of serial independence, or alternatively, with the empirical serial correlations. To examine the effects of serial correlations, we employed both approaches and compared the results. Let us elaborate.



Suppose that the investment horizon is T = 120 months. We draw 120 months (with replacement) at random from the empirical return distribution and calculate the terminal wealth     W   T     by Equation (1). To obtain the entire distribution of       W  ~    T    , we draw 100,000 such “histories” of 120 returns. This procedure assumes independence of the returns over time. To capture possible serial correlation effects, we do not draw each month independently as described above, but instead, we make 10 random draws of 12 consecutive months. (In general, if the investment horizon is M years, we make M draws of 12 consecutive months). As before, this is repeated 100,000 times to obtain the distribution of       W  ~    T    . This procedure, which captures the empirical serial correlations, is the one we employed in this study. To isolate the effects of serial correlations, in the Supplementary Materials Section S3, we report the (very similar) results obtained under the assumption of serial independence. The monthly risk-free rate was taken as the average Fama–French risk-free rate in our sample period, which is 0.095%. The solution to each investor’s expected utility maximization problem was obtained numerically by employing Matlab’s fmincon function.




4.2. Results


The top panel of Figure 3 shows the mean–variance efficient frontier and tangency portfolio denoted by T (bold circle), based on the empirical 1-month returns. The optimal equity portfolio of each investor depends on her investment horizon and her preference, as explained above. Even though for most investors the horizon is much longer than one month, we can describe the investor’s optimal portfolio by its 1-month parameters, i.e., as a point in the 1-month mean–variance frontier.



Under the conditions of Theorem 1, we would expect all equity portfolios to coincide with the 1-period tangency portfolio. However, as the empirical return distributions are not precisely normal and returns may be serially correlated, optimal portfolios may be different than the tangency portfolio, as evident in the figure. Note that more than one investor may choose the same portfolio. To convey this information, the size of each circle represents the number of investors holding the portfolio. The figure also shows the market portfolio, which is the weighted average equity portfolio aggregated across all investors, and is depicted in the figure by a star. Thus, we distinguish between the tangency portfolio that is optimal under the assumptions of Theorem 1, and the market portfolio obtained numerically with empirical return distributions and serial correlations.



Panel A of Figure 3 reveals that some investors hold the tangency portfolio, as predicted by Theorem 1. However, many investors deviate from this portfolio, due to the non-normality and the serial correlation of the returns. While some portfolios deviate considerably from the tangency portfolio, most are rather close to it. Below, we analyze the deviations by preference and by investment horizon. The most important observation is that the deviations from the tangency portfolio do not seem to be systematic, and to a large extent, they cancel out. This is evident from the observation that the market portfolio, which is the aggregate portfolio across all investors, is rather close to the tangency portfolio.



As we have the market portfolio and the 1-month return distribution for each of the stocks, we can calculate the monthly return distribution of the market portfolio and the beta of each stock. The bottom panel of Figure 3 shows the relationship between betas and expected returns for all stocks in our sample. The figure shows that even though the return distributions deviate from normality and returns may be serially correlated, a large part of the cross-sectional variation in expected returns is explained by betas, with an R2 of 89%. Thus, employing monthly betas provides a very good estimate of the cost of equity. We should emphasize again that this is not an empirical test of the CAPM—it only shows that realistic deviations from normality and serial independence do not have a very large impact on the theoretical results of Theorem 1.



It is interesting to note that most of the deviations from the theoretical predictions are due to deviations from normality, rather than to the serial correlations, which are relatively small. When we repeated the analysis by drawing each month independently (rather than a draw of 12 consecutive months), we obtained very similar results, as shown in Supplementary Materials Section S3. This is not surprising, given that the serial correlations are small: the average serial correlations of returns in our sample for lags of 1, 3, 6, and 12 months are −0.016, 0.005, −0.048, and −0.002, respectively.



Do the deviations from the tangency portfolio depend systematically on the preference class? Figure 4 shows investors’ equity portfolios by preference class, as well as the aggregate portfolio for each class. In all cases, there are deviations of the individual portfolios from the tangency portfolio, but these tend to cancel out, and the aggregate portfolio of all investors in a given preference class (depicted by a star) is rather close to the tangency portfolio. It is interesting to note that prospect theory preferences yield the smallest deviations from the tangency portfolio.



Figure 5 shows the results by the length of the horizon. We somewhat arbitrarily categorized horizons as short (1–5 years, Panel A), intermediate (6–10 years, Panel B), and long (11–20 years, Panel C). The star denotes the aggregate portfolio of all investors in each horizon category. For each category, we find that the aggregate portfolio is close to the tangency portfolio. In fact, the aggregate portfolios are even closer to the tangency portfolio compared with the case of aggregation across preference class (Figure 4). This may suggest that portfolio deviations among investors with similar horizons but different preference classes (Figure 5) tend to cancel each other more effectively than deviations among investors with the same preference class but different investment horizons (Figure 4).



It is well known that mean–variance portfolio optimization based on the sample return parameters leads to a tangency portfolio with many short positions (see, for example, Brennan and Lo 2010, and references therein). Stating that the market portfolio coincides with the tangency portfolio seems problematic for CAPM equilibrium, because the market portfolio by definition has only positive weights. However, Levy and Roll (2010) show that slight adjustments to the sample parameters, well within their estimation error confidence intervals, can lead to a tangency portfolio with weights that are identical to the weights of the market proxy. Our results are robust to employing the Levy–Roll adjustment to the sample parameters, leading to results that are very similar to those reported above (see Supplementary Materials Section S4).





5. Concluding Remarks


Almost six decades after its inception, the CAPM remains a cornerstone of financial economics. One of its two main predictions, that it is difficult to outperform the market index in terms of risk-adjusted returns, seems to have wide consensus.11 There is much less agreement about the model’s risk–return predictions. The empirical examination of this risk–return relationship is inherently difficult, primarily due to the large estimation error involved in the estimation of expected returns. However, it seems that we do not yet have a clearly superior alternative to the CAPM’s risk–return relationship. Indeed, most managers employ monthly CAPM betas to estimate the cost of capital (Graham and Harvey 2001; Jacobs and Shivdasani 2012; Mukhlynina and Nyborg 2016; Berk and van Binsbergen 2017).



Many academics view the CAPM as an important pedagogical tool, but one that has severe theoretical limitations. Namely, the model is typically perceived as being either a 1-period model, which cannot encompass the realistic complexities of heterogeneous investment horizons, or alternatively as a continuous-time model, which requires continuous trading that breaks down under even the smallest trading costs. Our findings suggest that this critical perception should be re-evaluated.



We show that under the standard assumptions of normality and homogeneous expectations, plus the assumption that returns are independent over time, the discrete-time CAPM holds with the 1-period return parameters, even when the investment horizons are heterogeneous and possibly much longer than 1 period. This result holds not only for risk-averse expected utility maximizers, but for any investors with non-decreasing preferences, including prospect theory investors, and investors with various aspiration levels. It also holds in settings where the return parameters vary over time, and investors’ utility is defined over both intermediate consumption and terminal wealth. While this theoretical result is derived under the assumption of normal 1-period return distributions and serial independence of the returns, numerical analysis reveals that it is sufficiently robust to relax these assumptions.



The widespread practice of employing monthly CAPM betas to estimate the cost of capital is viewed by many academics as fundamentally flawed, because the horizon of most investors is much longer than one month, and betas depend systematically on the horizon. Our result shows the practice of using monthly betas is, in fact, theoretically justified: we show that the CAPM linear risk–return relationship holds with the 1-period (e.g., monthly) parameters, even if investors’ horizons are much longer and are heterogeneous.



The original CAPM was introduced as a model of risk-averse investors with a 1-period investment horizon. At the time, prospect theory and the multi-period stochastic dominance tools applied in Theorem 1 had not yet come to life. Yet, the deep intuitions of Markowitz (1952), Sharpe (1964), Lintner (1965), and Mossin (1966) seem to have captured very fundamental elements of investments, proving robust to many extensions of their original setting.
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Notes
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A few of the studies in this vast literature are Shanken (1985), Kandel and Stambaugh (1987), Gibbons et al. (1989), MacKinlay and Richardson (1991), Zhou (1991), Fama and French (1992, 1993), Levy and Roll (2010), and Brennan and Zhang (2020). In a recent study, Dessaint et al. (2021) employed the CAPM to study the bidder return in M&As, where the purchased firms were classified by their CAPM betas. They are inconclusive concerning the empirical validity of the CAPM: “According to this view, our findings reflect temporary mispricing by the market, and managers are right to use the CAPM. An alternative view is that the market is efficient and the CAPM fails to explain expected returns, even in the long run” (see Dessaint et al. 2021, p. 39).






	
2

	

Jacobs and Shivdasani (2012, p. 120) report that “about 90% of the respondents in a survey conducted by the Association for Financial Professionals use the capital asset pricing model (CAPM) to estimate the cost of equity.”






	
3

	

Theorem 2 in Levy (1973) assumes that total returns are non-negative. This assumption does not hold for the normal return distributions considered here. However, one can safely truncate the normal return distributions at 0 without affecting the results. For example, for typical monthly return parameters of an expected rate of return of 1% and a standard deviation of 5%, a negative total return (i.e., rate of return < −100%) occurs only if the return deviates by more than 20 standard deviations to the left of the mean. The probability for such an event is about 10−89. Thus, truncating the total return distributions at 0 has virtually no effect on preferences.






	
4

	

The FSD rule is invariant to the initial wealth, and can be formulated either in terms of terminal wealth or change in wealth. In addition to risk-seeking over losses and risk-aversion over gains, prospect theory also includes the element of subjective probability weighting. In cumulative prospect theory, probability weighting is designed so that FSD is not violated. Namely, if F dominates G by FSD, all cumulative prospect theory investors prefer F, even under subjective probability weighting (Tversky and Kahneman 1992).






	
5

	

The special case of risk-averse investors was analyzed by Levy and Samuelson (1992). They did not analyze the effect of deviation from normality and the case of serial correlations, as discussed below. In general, additional restrictions may be necessary to avoid corner solutions. For example, if borrowing is unlimited and there is a risk-neutral investor, this investor will seek infinite leverage. While such corner solutions may arise with investors who are globally risk-neutral or globally risk-seeking, they will generally not arise for investors who are risk-seeking only over certain ranges.






	
6

	

This range is even larger than typically considered as realistic. See Mehra and Prescott (1985), and references within.






	
7

	

There is no natural calibration for b, and its value depends on the range of possible outcomes. For example, if the initial wealth is $100,000 and we take b = 1, we have   U = −   e   − 100,000    , which is 0 for all practical or computational purposes.






	
8

	

Most estimates of the loss aversion parameter fall in this range; see Tversky and Kahneman (1992), Camerer and Ho (1994), Wu and Gonzalez (1996), and Abdellaoui et al. (2005).






	
9

	

The initial wealth is irrelevant for the optimization of CRRA investors, and PT investors with   α = β   (Levy 2010). The empirical wealth distribution is very skewed, but this is not expected to have a systematic effect on the results. Indeed, we obtain similar results (not reported here) where the assumption of equal wealth across investors is replaced with a Pareto distribution of initial wealth.






	
10

	

The empirical return distributions are used to represent typical serial correlations and deviations from normality, so survivorship bias is not a concern in this study. When we randomly drew 100 firms, instead of taking the largest ones, very similar results were obtained—see Supplementary Materials Section S2. Recall that if the number of firms is close to the number of return observations, the covariance matrix becomes nearly singular. Thus, we could not include a much larger number of firms in our numerical analysis.






	
11

	

See, for example, Sharpe (1966, 1992), Jensen (1968), Samuelson (1989), Gruber (1996), Carhart (1997), French (2008), Fama and French (2008), and Levy (2023). There are, of course, many strategies suggested in the literature as being superior to the market index. However, overall, it seems that the market is close to optimal, as summarized by Bodie et al. (2020) in their classic textbook: “… a passive investor may view the market index as a reasonable first approximation to an efficient risky portfolio” (p. 267).
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Figure 1. The 1-period mean–variance frontier with a risk-free asset. For any portfolio     G   t     that is not on the tangency line, there exists a portfolio     F   t     directly above it on the tangency line that dominates it by FSD, as     σ     F   t     =   σ     G   t       and     μ     F   t     >   μ     G   t       (preliminary result 2). Therefore, strategy F (investing in portfolio     F   1     in period 1, in     F   2     in period 2, etc.) dominates strategy G (investing in portfolio     G   1     in period 1, in     G   2     in period 2, etc.) by FSD (preliminary result 3). 
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Figure 2. The 1-period mean–variance frontier without a risk-free asset. For any portfolio     G   t     that is not on the efficient frontier, there exists a portfolio     F   t   *     directly above on the frontier that dominates it by FSD, because     σ     F   t   *     =   σ     G   t       and     μ     F   t   *     >   μ     G   t      , and the 1-period distributions are assumed to be normal. Thus, strategy F* dominates strategy G by FSD. 
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Figure 3. Equilibrium in a market with heterogeneous preferences and investment horizons, and the empirical monthly return distributions. Panel (A): Investors’ optimal equity portfolios, which maximize their T-period expected utilities, shown in the 1-month mean–variance plane. The solid circle represents the mean–variance tangency portfolio. The hollow circles represent investors’ portfolios. Note that several investors may hold the same portfolio—the area of each hollow circle represents the number of investors holding the portfolio. The star is the market portfolio, which is the aggregate portfolio of all individuals. Panel B: The relationship between beta and expected returns. Note that betas are not empirical estimates, but rather are calculated with respect to the equilibrium market portfolio found in the simulation. Thus, Panel (B) is not an empirical test of the CAPM, but rather an examination of the robustness of the theoretical results. 
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Figure 4. Investors’ portfolios by preference class. Investors’ horizons are heterogeneous. The size of each hollow circle corresponds to the number of investors holding the portfolio. The stars represent the aggregate portfolio, aggregated across all investors of a given preference class. Panel (A): CRRA preferences; Panel (B): negative exponential preferences; Panel (C): Prospect Theory preferences. 
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Figure 5. Investors’ portfolios by investment horizon. Panel (A): horizons of 1–5 years; Panel (B): horizons of 6–10 years; Panel (C): horizons of 11–20 years. The size of each hollow circle corresponds to the number of investors holding the portfolio. The stars represent the aggregate portfolios, aggregated across all investors of a given horizon category. 
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