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Abstract

:

Novel view synthesis using neural radiance fields (NeRFs) for remote sensing images is important for various applications. Traditional methods often use implicit representations for modeling, which have slow rendering speeds and cannot directly obtain the structure of the 3D scene. Some studies have introduced explicit representations, such as point clouds and voxels, but this kind of method often produces holes when processing large-scale scenes from remote sensing images. In addition, NeRFs with explicit 3D expression are more susceptible to transient phenomena (shadows and dynamic objects) and even plane holes. In order to address these issues, we propose an improved method for synthesizing new views of remote sensing images based on Point-NeRF. Our main idea focuses on two aspects: filling in the spatial structure and reconstructing ray-marching rendering using shadow information. First, we introduce hole detection, conducting inverse projection to acquire candidate points that are adjusted during training to fill the holes. We also design incremental weights to reduce the probability of pruning the plane points. We introduce a geometrically consistent shadow model based on a point cloud to divide the radiance into albedo and irradiance, allowing the model to predict the albedo of each point, rather than directly predicting the radiance. Intuitively, our proposed method uses a sparse point cloud generated with traditional methods for initialization and then builds the dense radiance field. We evaluate our method on the LEVIR_NVS data set, demonstrating its superior performance compared to state-of-the-art methods. Overall, our work provides a promising approach for synthesizing new viewpoints of remote sensing images.
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1. Introduction


Due to the ability to capture global features on a larger geographical scale, remote sensing images have advantages in the context of road extraction [1,2,3,4], urban planning [5], and object detection [6], whereas ground-based images often lack global information. With continuous advancements in aerial and satellite photography technologies, obtaining high-resolution remote sensing images has become much easier, allowing for the accurate identification of large structures, roads, rivers, and other man-made features, even for dynamic scenes. However, due to the limitation of the satellite camera’s angle and frequency, the image quantity for a specific area is often insufficient. Consequently, synthesizing novel views based on existing images has gradually become a mainstream data augmentation approach. Rendered images can help to enhance intelligence-gathering capabilities within target areas. Thus, the synthesis of remote sensing novel view images has attracted more and more attention.



Recently, NeRFs (neural radiance fields) [7] have been proposed to organically combine image-based 3D reconstruction and novel view synthesis. Unlike explicit 3D representation techniques, such as point clouds [8], volumes [9,10], or meshes [11], NeRFs employ an implicit representation method [12] to store 3D scenes within neural network weights. For each ray in an image, NeRF performs positional sampling and decodes the feature embedding, thus obtaining the radiance and volume density of each sampling point. Next, a ray-marching algorithm [13] is used to determine the color (RGB) and transparency of the specific pixel that the ray projects onto the image. With the color value as the ground truth, NeRF achieves simultaneous new view rendering and 3D structure optimization using radiance information. However, the implicit 3D representation lacks interpretability, and the efficiency of rendering ray by ray is too low for high-resolution remote sensing images. Moreover, the capture method of remote sensing images is different from standard close-range cameras, which creates larger distances between the targets and the camera. DoNeRFs [14] address this challenge by acquiring real-depth information and focusing on important samples around the object’s surface; however, obtaining accurate depth information is very difficult for remote sensing images. To this end, ImMPI [15] introduces implicit representation of 3D scenes using multi-plane images (MPIs) and performs novel view synthesis on remote sensing images. It also includes the LEVIR_NVS dataset, which comprises multi-scene and multi-view remote sensing data captured by drones. Despite this, NeRF and its variants (based on implicit 3D representations) still produce ineffective sampling in large blank areas [16], which not only reduces the overall performance efficiency but also causes rendering artifacts in some regions.



When compared to implicit expression, explicit 3D scene expression (e.g., point clouds and voxels) is more intuitive and is easier to combine with existing 3D application technologies [17,18,19]. Point-NeRF [20] first uses a point cloud as the skeleton of the neural radiation field to build a volume-rendering framework. Point-NeRF implements an effective algorithm to query adjacent points, based on which the point features located on rays can be calculated through adjacent point aggregation, with the radiance and transparency then decoded. Point-NeRF first uses MVSNet [21] to initialize the point cloud to fill the neural radiance field and then uses the VGG [22] model to extract feature vectors at each pixel position. During training, the model parameters, feature vectors, and confidence of each neural point are optimized synchronously. It is worth mentioning that Point-NeRF also introduces point cloud pruning and growing operations, dynamically encrypting neural clouds. Thus, Point-NeRF can process external point clouds, such as the photogrammetry point clouds generated by COLMAP [23].



However, directly applying Point-NeRF to the tasks of novel view synthesis from remote sensing images is challenging. At larger geographic scales, the original point cloud settings make it difficult to describe the whole scene and may result in large holes in the reconstruction results, which are mainly distributed in planar areas (such as straight roads and roofs), as shown in Figure 1. We believe that there are two main reasons for this: (1) the spatial density of the flat area is relatively low, and (2) the homogenization of a flat texture leads to poor optimization effects based on color values, causing the points on the plane to have low confidence and are, therefore, easily merged by pruning. We have also observed that these holes are mainly concentrated on buildings and roads in urban areas, whereas the quality of the mountains is quite good (as is shown in Figure 2). Thus, point cloud-based NeRF may be better at depicting continuous terrain rather than rapidly changing urban landscapes, which requires more structural prior knowledge and processing. On the other hand, Point-NeRF finds it difficult to render shadows that are closely related to 3D structures (examples in Figure 3), which inevitably results in the unpredictability of a scene.



Some studies have utilized NeRF to reconstruct digital surface models (DSMs) from remote sensing images, mainly focusing on the consideration of shadows. S-NeRF [24] reconsiders the radiance and rewrites it as the product of the albedo and irradiance, instead of directly estimating the whole radiance, as per the original NeRF. The albedo only relates to the location of the points and the scene information stored in the model, which is generated by an additional layer after the density network. Irradiance is a weighted sum of direct light from the sun and ambient light from the sky, both calculated by special modules based on solar direction. S-NeRF provides the basic idea for processing shadows—that is, splitting the original radiance and modeling the solar rays—based on the assumption that the difference between the location of the shadow and other locations is whether it can receive sunlight. Based on S-NeRF, Sat-NeRF [25] introduces an embedding vector to describe the characteristics of transient objects that cannot be captured by changes in illumination between different image frames. It also incorporates an uncertainty output to indicate whether a pixel belongs to a transient object. This approach partially decouples the features of shadows and transient objects. The iterative version, EO-NeRF [26], makes more intuitive use of the relationship between the solar ray and the spatial structure. It queries the position of the surface point through the camera ray and then determines whether the point is in the shadow region according to the radiance transmittance of the last term from the solar direction. Eo-NeRF [26] completely separates shadows and transient objects and adds two new learnable affine transform feature-embedding vectors to characterize the structural differences between images in different phases. This provides a new idea for our research.



Based on the above research, we adopt three methods to improve the current shortcomings of Point-NeRF. First, we utilize COLMAP to initialize the point cloud structure [23] using an existing projection matrix to obtain an initial 3D point cloud, instead of using the built-in MVSNet [21], which is then fed into the main model for optimization. In order to address the holes, we propose a new neural point-growing method, which is shown in Figure 4. Our main idea focuses on two aspects: filling in the spatial structure and reconstructing the ray-marching rendering using shadow information. First, we introduce hole detection and conduct inverse projection to acquire the candidate points that are adjusted during training to fill the holes. These 3D points are located in the light made up of the void point and the optical center, which will gradually converge to the correct position during training. We also design incremental weights to reduce the probability of pruning the plane points. Then, we introduce a geometrically consistent shadow model based on a point cloud to divide the radiance into albedo and irradiance according to the shadow information, allowing the model to decode more shadow-aware features. The neural point cloud is continuously optimized. After performing the above steps, we obtain an encrypted point cloud. Due to the introduction of shadow factors, we name the proposed method “shadow-aware Point-NeRF” (SA-Point-NeRF). Our method effectively compensates for the shortcomings of Point-NeRF, and experiments conducted on the LEVIR_NVS data set demonstrate the superiority of the proposed method over other state-of-the-art methods.



The contributions of this work can be summarized as follows:




	
To the best of our knowledge, we are the first to apply Point-NeRF to the novel view synthesis of remote sensing images.



	
We propose a new neural point-growing method, which detects holes in the rendered image and calculates some alternative 3D points through inverse projection. This method can effectively make up for the plane points being pruned by mistake.



	
We design a shadow model based on point cloud geometric consistency to deal with the holes in the shadow areas, which is useful for the perception of shadows.



	
Our method was tested on the LEVIR_NVS data set and performed better than state-of-the-art methods.









2. Method


2.1. Preliminary


2.1.1. Neural Radiance Field


The original neural radiance field (NeRF) [7] is essentially a continuous function,  F , that stores the geometric structure and appearance of a 3D scene. In the simplest form, NeRF takes a set of 3D coordinates,  x , as input, and optionally, an appended view direction,  d , to predict the RGB color,  c , and a non-negative scalar volume density,  σ , from that viewing angle,  d , which can be formulated as


  F : ( x , d ) ↦ ( σ , c )   



(1)







When training, NeRF takes the input view image and camera poses to encode Equation (1). Specifically, in each view, the origin of the camera light,  o , and pixel points constitute a ray,  r , and a multi-layer perceptron (MLP) estimates the state of each point in the ray, summing them to obtain the final color value,   c ( r )  . Each ray,  r , can be represented as   r ( t ) = o + t ( d )  :


  c  ( r )  =  ∑  i = 1  N    T i   α i   c i    



(2)







The rendered color,   c ( r )  , is obtained by aggregating the states of the entire ray. Each ray is discretized into N 3D points, and each 3D point,   x i  , is moved by a certain step between the near boundary,   t n  , and the far boundary,   t f  , linearly, according to the formula    x i  = o +  t i   ( d )   . The contribution of each point to   c ( r )   is determined by the opacity,   α i  , and transmittance,   T i  .


      α i  = 1 − exp  ( −  σ i   δ i  )     and     T i  =   ∏  j = 1   i − 1     ( 1 −  α j  )      



(3)




where    δ i  =  t  i + 1   −  t i    is the distance between adjacent samples. All these factors are taken in the interval   [ 0 , 1 ]   and only rely on the volume density,  σ . The opacity,  α , will increase with  σ , and it denotes the probability that   x i   belongs to a non-transparent surface. The transmittance,   T i  , represents the probability of the ray reaching   x i   without hitting an obstruction. Thus, the depth,   d ( r )  , can be calculated in a similar way as in Equation (2).


  d  ( r )  =  ∑  i = 1  N    T i   α i   t i    



(4)







In the NeRF model, the MLP is responsible for estimating the most difficult volume density,  σ , and the radiance,   c i  , of   x i  ; thus, the RGB value,   c ( r )  , can be calculated using the ray-marching algorithm described above. Then, the model is optimized by calculating the error between the rendered color,   c ( r )  , and the ground image pixel color,    c  G T    ( r )   :


   ∑  r ∈ R      c  ( r )  −  c  G T    ( r )    2 2   



(5)




where  R  is a batch of randomly selected rays during training.




2.1.2. Point-Based Neural Radiance Field


The radiation field used by NeRF is implicitly included in the MLP model, whereas Point-NeRF [20] uses a point cloud that includes M neural points as the skeleton. In this explicit representation, each point,   x j  , is assigned a neural embedding,   f j  , and a confidence,   γ j  , which are used to encode the radiation information and determine whether it is near the surface. The radiance field based on the neural point cloud can be expressed as


  P =   (  p j  ,  f j  ,  γ j  ) | j = 1 , . . . , M    



(6)







As the radiance field is discretized, Point-NeRF aggregates the features of K neighborhood points when estimating the volume density,  σ , of a point, x, and the view-independent radiance, r.


   ( σ , r )  = P o i n t N e R F  ( x , d ,  p 1  ,  f 1  ,  γ 1  , . . .  p K  ,  f K  ,  γ K  )   



(7)







Specifically, Point-NeRF first uses an MLP model, F, to encode the relationship between the existing neighbor points,    p k   | i = 1 , 2 , . . . K   , and the position, x, to be solved, generating relative features,   f  i , x   .


   f  k , x   = F  (  f k  , x −  p k  )   



(8)







Then, the view-dependent radiance at x is solved by another MLP, R, after the inverse distance-weighted aggregation of the relative neighborhood features:


  r = R (  f x  , d )  



(9)






      f x  =   ∑ k     γ k    ω k   ∑  ω k     f  k , x       and     ω k  =  1    p k  − x        



(10)







For the volume density,  σ , Point-NeRF first uses a new model, G, to directly calculate the density,   σ k  , of each neighbor point according to   f  k , x   . Then, it obtains the aggregated  σ  using inverse distance-weighted summation.


   σ i  = G  (  f  k , x   )   



(11)






     σ =   ∑ k     σ k   γ k     ω k   ∑  ω k    ,      ω k  =  1    p k  − x        



(12)







Here,   γ k   adjusts the probability that the neural points are located on the surface; thus, the model can better converge to the real scene structure.





2.2. Overview


2.2.1. Main Workflow


We first define the outputs of our method. Then, we introduce the hole detection and filling method, which searches for points (i.e., black pixels) that are not rendered by any light on the generated image. Possible alternative points are then found using inverse projection. We initialize these points with feature embedding and put them into the neural point cloud for training. In this process, in order to reduce the unreasonable pruning of planar points, we introduce incremental weights to guide the regression of the volume density. Finally, we introduce a structural consistency shadow model based on a point cloud, which splits the radiance of Point-NeRF into albedo and irradiance regression, guiding volume rendering by judging whether a point is in a shadow. Thus, the model can produce shadow-aware features and reduce the rendering holes in shadow areas.




2.2.2. Module Function


Due to the discrete expression of radiance fields, the modules in Point-NeRF focus on aggregating neighborhood features instead of facing the whole ray. Therefore, taking the 3D point x as input, Point-NeRF first queries the neighborhood points from the point cloud to obtain the adjacent features,    f 1  ,  f 2  , …  f K   . Then, using the feature encoding module,  F  (MLP  F  in Figure 4), it completes the calculation of the relative features,    f  1 , x   ,  f  2 , x   , …  f  K , x    , between x and these points. Then, the relative features and view direction,  d , are input into  R  (MLP  R  in Figure 4) to regress the albedo,   c a  , as   c a   is view-dependent. The calculation of the volume density,  σ , requires  G  (MLP  G  in Figure 4) to apply all the relative features. Finally, the ambient color is calculated by  S  (MLP  S  in Figure 4) from the perspective of the solar direction,   d  s u n   . The ambient color, albedo, and volume density all eventually contribute to the ray color, according to the ray-marching algorithm.





2.3. Problem Definition


The expanded neural radiance field of SA-Point-NeRF   P s   is


   P s  =   (  p j  ,  f j  ,  γ j  ,  δ j  ,  c j a  ) | j = 1 , … , M    



(13)







Here, we expand the definition of the surface confidence,  γ , in Point-NeRF to describe the structural information in more detail by adding a parameter,  δ . During training,  δ  determines whether the current point is on a plane, and this is calculated using the point density,  σ .



Based on the above, the outputs of SA-Point-NeRF can be expressed as


  F :  ( x ,  d  s u n   , d ,   {  x k  }   k = 1  K  )  ↦  ( σ ,  c a  , a , γ , δ )   



(14)







The inputs of Equation (14) include the 3D point coordinates,  x ; solar direction vector,   d  s u n   ; current view direction,  d ; and neighborhood points,    {  x k  }   k = 1  K  . The outputs are as follows:




	
 σ : Volume density at location  x ;



	
  c a  : Albedo RGB vector, only related to the spatial coordinate,  x ;



	
 a : Ambient color of the sky according to the solar direction,   d  s u n   ;



	
 γ : Confidence of whether the point is near the surface;



	
 δ : Confidence of whether the point belongs to a plane.








SA-Point-NeRF uses the output to render the color,   c ( r )  , of a ray,  r , as follows:


  c  ( r )  = l  ( r )   ∑  i = 1  N    T i   α i   c a    



(15)




where   l ( r )   denotes the total irradiance and is defined as   l ( r ) = s ( r ) + ( 1 − s ( r ) ) a  , with   s ( r )   defined in Equation (19).




2.4. Hole Detection and Filling


During training, we also introduce hole detection to find the corresponding candidate 3D coordinates. We only need to find the black pixels in the rendered image,   I r  ; that is,      ( u , v )  |   I  ( u , v )  r  =  ( 0 , 0 , 0 )    . The pixel coordinates in the holes are denoted as    [ u , v , 1 ]  T  , the intrinsic matrix is denoted as  K , the rotation matrix is denoted as  R , the corresponding world coordinate is denoted as    [  X w  ,  Y w  ,  Z w  ]  T  , and the depth is denoted as z. Using these, we can build the inverse projection:


       X w       Y w       Z w      =  R  − 1    K  − 1   z     u     v     1     −  R  − 1   T  



(16)







However, the depth cannot be determined using Equation (16). Thus, we chose the average depth, z, of the current point cloud to be   Z w  , such that   X w   and   Y w   can be calculated. Although these points may not be on the surface, they are still located on the ray with holes, satisfying the projection equation. During the continuous optimization carried out by Point-NeRF, these points are gradually adjusted to the appropriate position.




2.5. Incremental Weight of Planar Information


We added the parameter  δ , indicating the probability of the point being on a plane. Unlike the original surface confidence,  γ , which is independent,  δ  is obtained by aggregating neighborhood information because the planar point should share the relationship between neighborhood points. Specifically, when we use F to encode the features, we also make it judge whether the point has common conditions to become a plane point among the neighborhood points. That is, F outputs both the relative features,   f  k , x   , and planar confidence,   δ  k , x   .


   f  k , x   ,  δ  k , x   = F  (  f k  ,  δ k  , x −  p k  )   



(17)







Then, the surface confidence,  γ , and planar confidence,  δ , are used in the volume density regression. We consider that if the current point is on the surface,   γ + δ   will contribute more weight to the volume density,  σ , and then the model will pay more attention to such a point, reducing the probability of pruning.


  σ =  ∑ k    σ k   (  γ k  +  δ k  )    ω i   ∑  ω i      



(18)








2.6. Structural Consistency Shadow Model


We introduce a sunlight model and a sky ambient color model to determine whether a point is in a shadow. Instead of directly estimating the radiance of x, we decomposed it into albedo and irradiance items. For this purpose, we added an albedo component,   c a  , to each neural point,   x j  , which is decoded during per-point processing in Equation (8). Then, we decomposed the irradiance into direct solar radiance and sky ambient color,  a . The direct solar radiance,   r  s u n   , is calculated based on a point cloud-based structural consistency method, and the ambient color values are computed by a specialized model according to the solar direction,   d  s u n   . Considering that both the direct solar ray,   r  s u n   , and ambient colors,  a , affect the entire scene, we conducted the process only in the ray-marching algorithm, instead of embedding it into per-point attribution. As shown in Figure 5, we adopted the idea of the structural consistency shadow model in EO-NeRF, where the transmittance, T, of the last point in the solar ray,   r  s u n   , represents the shadow condition of the surface point,   P s  . Unlike EO-NeRF, in our research, the surface is characterized using a discrete point cloud method, and the model automatically aggregates the features of neighboring points to generate the attribution. We can determine the surface point,   x s  , using Equation (4) along the view direction,  d , and then place the point in the solar direction,   d  s u n   . Similarly, the transmittance, T, of this point can be calculated using Equation (3). If the transmittance is 0, it means that the point in the solar ray,   r  s u n   , is already occluded (i.e., the shadow area). If not, it means that the solar ray can reach its current position. For simplicity, we do not need to consider the changes in transient objects in our study without setting any transient object parameters. We denote the step of the surface point as   t N  , and the irradiance,   s ( r )  , is defined as


  s  ( r )  = T  (  r  s u n    (  t N  )  )  =  ∏  i = 1   N − 1    ( 1 −  α i  s u n   )   



(19)







Meanwhile, the radiance decoder, R, in the original Point-NeRF also changes to predict the view-dependent albedo vector,   c a  , which is formulated as


   c a  = R  (  f x  , d )   



(20)








2.7. Loss Function


SA-Point-NeRF mainly uses three loss functions for optimization. The core loss function is still the radiance regression,   L  r e n d e r   , described by Equation (5). As our method only alters the calculation of the radiation but still outputs the rendered image, Equation (5) does not need to be modified. As we do not process transient objects, we continue to use the loss functions of Point-NeRF, including the rendering loss between the rendered color and image pixel and the sparse loss of surface confidence. In order to enhance the effect of planar confidence, we also designed sparse loss following the processing method of  γ  in Point-NeRF:


   L  s p a r s e  δ  =  1  δ    ∑  δ j     log  (  δ j  )  + log  ( 1 −  δ j  )     



(21)






   L  s p a r s e  γ  =  1  γ    ∑  γ j     log  (  γ j  )  + log  ( 1 −  γ j  )     



(22)







The sparse loss function will force the planar confidences,  δ  and  γ , to be close to either zero or one; thus, the pruning technique can handle the planar points more carefully. In the per-scene optimization stage, we adopted the final loss, which combines the rendering loss and the sparsity loss:


   L  o p t   =  L  r e n d e r   +  α 1   L  s p a r s e  δ  +  α 2   L  s p a r s e  γ   



(23)




where we use    α 1  = 0.01   and    α 2  = 2 ×  10  − 3     for all our experiments according to the Point-NeRF setting.





3. Results


3.1. Datasets


We used the LEVIR_NVS data set [15] as the novel view synthesis benchmark. All the images were taken by drones, with flight heights of around 100 m. LEVIR_NVS contains 16 scenes with 21 multi-view images at a resolution of 512 × 512 pixels. There was some rotation between the images to ensure sufficient overlap. The 11 odd-numbered images in each scene acted as the training set, and the remaining 10 images were used as the test set.




3.2. Quality Assessment Metrics


Novel view synthesis methods based on NeRF are usually evaluated using the PSNR (peak signal-to-noise ratio), SSIM (structural similarity index measure), and LPIPS (learned perceptual image patch similarity). Given the synthesized new view, I, and the ground truth image, G, the PSNR is


     PSNR  ( I , G )  = 10 lg   (   MAX ( I )   MSE ( I , G )   )  2      MSE  ( I , G )  =  1 n    ∑  i = 1  n     (  I i  −  G i  )  2      



(24)







The SSIM describes the structural similarity between images and quantifies this by introducing brightness and contrast. The SSIM ranges from 0 to 1, with larger values indicating greater image similarity. The SSIM is calculated as follows:


  SSIM  ( I , G )  =    ( 2  μ I   μ G  +  C 1  )   ( 2  σ  I G   +  C 2  )     (  μ I 2  +  μ G 2  +  C 1  )   (  σ I 2  +  σ G 2  +  C 2  )     



(25)




where   μ I   and   μ G   are the means of I and G, which indicate the brightness, and the contrast is estimated according to the variances   σ I   and   σ G  .   σ  I G    is the covariance of I and G, which is used to estimate the structural similarity.   C 1   and   C 2   are two constants, which are set as 0.01 and 0.02, respectively.



The LPIPS is a kind of perception loss that considers whether the two images are similar, and the feature distance in the high-level space should also be small. The LPIPS can be calculated as


  LPIPS  ( I , G )  =  ∑  l = 1  L    1   H l   W l     ∑  h , w    H l  ,  W l        w l  ⊙  (  I  h , w  l  −  G  h , w  l  )    2 2    



(26)




where   I  h , w  l   and   G  h , w  l   are the l layer features of I and G at the pixel position   ( h , w )  . The output feature is often obtained using the pre-training weights of the VGG network.




3.3. Implementation Details


All experiments in this paper share the same configuration with Point-NeRF [20]. We utilized the Adam optimizer with an initial learning rate of 5 × 10−4. The experimental platform used a Tesla v100 graphics card with 32 GB of memory. The total number of iterations was 200,000, and point cloud growth and pruning were performed every 10,000 iterations.




3.4. Performance Comparison


We compared our proposed method with four existing methods: NeRF [7], NeRF++ [27], ImMPI [15], and our baseline Point-NeRF [20]. The visual comparisons for the training and test sets are shown in Figure 6 and Figure 7, respectively. We also demonstrate the neural point cloud structure for the corresponding scenes. The red boxes represent comparisons between our method and ImMPI, showing that our method can reduce artifacts at the edges of the image. The yellow boxes represent comparisons between our method and the baseline, Point-NeRF. We found that NeRF [7] and NeRF++ [27] performed well on the training views but exhibited serious artifacts on the test views, indicating poor generalization. Point-NeRF [20] maintained relatively consistent performance across both the training and test sets due to stable, explicit 3D scene modeling. However, it suffered from holes in flat planes and shadows when faced with remote sensing imagery, meaning that Point-NeRF was outperformed by ImMPI. Our method effectively filled these holes and improved shadow processing, thereby achieving a more detailed perception.



In Table 1, we show the results of our quantitative comparison, mainly in relation to ImMPI and our baseline, Point-NeRF. First, due to the presence of holes, the performance of Point-NeRF was completely insufficient, resulting in PSNRs lower by 5.51 and 5.25 compared to ImMPI. However, it surpassed ImMPI by 0.027 in terms of the SSIM, indicating that the images rendered by explicit 3D scene representation have a more refined structure compared to the output of ImMPI. Our method significantly outperformed Point-NeRF across the 16 scenes. We achieved PSNRs that were 6.12/5.99 higher than those of Point-NeRF (training and test sets, respectively) and LPIPS values that were 0.040/0.036 lower. Thanks to the treatment of filling holes and shadows, our method maintained the advantage of Point-NeRF in terms of the SSIM, indicating that our approach can improve the quality of rendered images while preserving the integrity of spatial structural information.





4. Discussion


We now provide a detailed discussion of the innovative points of this study. First, we conduct ablation experiments on each sub-component to demonstrate the effectiveness of the method. Second, we compare the rendering efficiency consumption of the proposed method with that of other classical algorithms. Then, we separately analyze the structural consistency shadow model, the planar constraint, and inverse-projection hole-filling.



4.1. Ablation Study


We conducted ablation studies on the LEVIR_NEVS training set, as shown in Table 2. Initially, we found that all individual aspects of the proposed innovative points contributed to the overall improvement. When using the structural consistency shadow model (SC) alone, the model achieved gains of 2.81, 0.015, and −0.018 in terms of the PSNR, SSIM, and LPIPS, respectively. Meanwhile, the gains achieved using the planar constraint (PC) and inverse-projection hole-filling (HF) alone were 2.75, 0.13, and −0.001, and 1.66, 0.008, and 0.005, respectively. In the subsequent sections, we analyze these individual components in detail. Furthermore, we observed that combining these methods did not cause interference. The combination of HF and PC contributed the most to model performance, with gains of 4.59, 0.41, and 0.04. This indicates that our method can effectively address the issues present in a 3D scene structure.




4.2. Efficiency in Optimization and Rendering


We compared the optimization time and runtime speed of the proposed method against ImMPI, NeRF, NeRF++, and Point-NeRF. As shown in Table 3, our method outperformed NeRF and NeRF++ in terms of rendering speed and optimization duration when considering images of the same size (512 × 512). Although our method was not as fast as ImMPI in terms of rendering speed, it did not require a pre-training time of up to 21 h. For cross-scene problems, we only needed approximately 5 min to generate an initial point cloud based on COLMAP [23]. Therefore, our method demonstrates better efficiency in addressing cross-scene problems.




4.3. Effectiveness of Structural Consistency Shadow Model


During the rendering process, we attached two modules to output the albedo,   c a  , and solar intensity,   s ( r )  , of the rendering points, as shown in Figure 8. The brighter the color, the higher the albedo and solar intensity values. We use two different color maps (gray and viridis) for distinction. We do not show the ambient light, as it is uniform and position-independent. As rendering is based on a 3D point cloud structure, some holes appear around the edges. However, hole-filling is not the strength of the shadow model. In the second and third rows, we can see that the structural consistency of light and shadow effectively identifies the shadow and processes the holes within it. For instance, in the input image in the first column of Figure 8, there are many holes inside the shadow of the central building. However, after correction using radiometric information, the point cloud has been supplemented. Similarly, in the input image in the second column, there are many holes within the shadow under the eaves, which, after correction, have been reduced. Our method not only achieves good perception in lower elevation areas but also performs well in downtown scenarios (as shown in the sixth column of Figure 8), helping to remove the missing parts caused by the shadowing of tall buildings.




4.4. Effectiveness of Planar Constraint and Hole-Filling


Plane constraint (PC) and hole-filling (HF), which use inverse-projection techniques, both aim to reduce failures in flat areas. For intuitive display, we selected three planar areas from the data set for demonstration: the roundabout in Scene 0 (Area #1), the square in Scene 5 (Area #2), and the factory roof in Scene 14 (Area #3). First, we show the results of both methods in Figure 9. From left to right are the images of the sampled areas, the results predicted using the original Point-NeRF model equipped with the PC/HF method, and finally, the effects of the proposed method. It is evident that the large areas of holes were significantly reduced with the addition of the PC method, and the incorporation of the HF method suppressed the presence of discrete holes. The combined use of these two methods led to the best enhancement in the model’s performance.
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Figure 8. Albedo and solar intensity information calculated by the model. From top to bottom are the input images, albedo, and solar intensity. The ambient light is not shown because it is uniform and position-independent. 
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Figure 9. Qualitative effects of plane constraint (PC) and hole-filling (HF). We selected three planar areas: the roundabout in Scene 0 (Area #1), the square in Scene 5 (Area #2), and the factory roof in Scene 14 (Area #3). Each area is marked with the yellow rectangles. From left to right are the images of the sampled areas, the rendered (2D) and neural point (3D) results predicted using the original Point-NeRF model equipped with the PC/HF method, and finally, the effects of the proposed method. 
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Subsequently, we analyzed the properties of the point clouds within these three areas. As shown in Table 4, we defined the 3D scene boundaries based on inverse projection using Equation (16) and then extracted all the points within the generated neural point cloud. We counted the number of points and calculated the mean and variance of the z coordinate. These properties are presented at different training timestamps. In order to further compare the performance of Point-NeRF with the attached PC and HF methods, we also analyzed the data for each situation, along with the results generated by the traditional COLMAP [23] method. While the point cloud produced by COLMAP was relatively sparse, it could also reflect the overall properties of the area. The basic Point-NeRF progressively densified the original sparse point cloud, acquiring a 3D structure close to the real scene. However, as demonstrated in Figure 9, the rendered images that relied on these neural points suffered from many holes. After incorporating the PC and HF methods, the number of produced points at the three training timestamps was much higher. Taking Area #1 as an example, the growth rate of the point cloud quantity was 14% for the PC method, 29% after adding the HF method, and 56% with the combined use of both methods at 150,000 iterations. Similar trends were also observed in the other two scenes, indicating that our methods are capable of detecting the hole areas and, thus, can perform filling. However, increasing the number of points was not the ultimate goal. From the comparison of the statistical measures between the Point-NeRF and COLMAP point clouds, we observed that the COLMAP point clouds had a higher mean z coordinate, whereas those of Point-NeRF exhibited approximately a 5–15 m deviation, and the values from COLMAP were relatively stable. We also observed that our method adhered closely to the mean and variance of the point clouds produced by COLMAP after HF and PC processing. Taking Area #2 as an example, the z-mean value of the point cloud for this area generated by Point-NeRF was −36.77, with a variance of 12.93. After processing using our method, the mean was −32.27 and the variance was 10.29, closer to the results produced by COLMAP, thereby reflecting that the output of the neural point cloud aligned more with the actual structure. Of course, we do not rule out the possibility that the points may not be perfectly flat (for instance, there might be some inclination), but the reduction in variance indeed indicates that the elevation component of the points (in the world coordinate system) is gradually becoming consistent.





5. Conclusions


We have proposed an improved method to address the limitations of Point-NeRF in remote sensing image novel view synthesis tasks. This method tackles the problems of severe plane point loss and challenging hole processing in shadow areas by introducing plane constraint confidence handling, hole detection and filling, and a structural consistency shadow model to aid Point-NeRF in rendering. Specifically, the plane constraint confidence incorporates the original surface confidence to reduce the probability of plane points being pruned. Hole detection and filling incorporate 2D detection and inverse projection during training to identify holes and provide candidate spatial points for subsequent optimization. The shadow model, based on structural consistency, decomposes the radiance of object surfaces into albedo and irradiance, allowing the model to avoid directly predicting radiance and possess more reasonable physical properties. The experimental results demonstrate that our method can outperform the classical ImMPI algorithm in 2D novel viewpoint synthesis tasks.



In the 2D novel viewpoint synthesis task, our method achieved PSNRs of 26.95/26.93, SSIMs of 0.894/0.890, and LPIPSs of 0.170/0.176 for the training and test sets, respectively, on the LEVIR_NVS benchmark data set. Our method also generated a more accurate neural point cloud representation of the ground’s structural distribution. In subsequent research, we plan to incorporate more types of data, such as airborne LiDAR point clouds, for joint processing. We also aim to develop more efficient algorithms.
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Figure 1. The main idea and effect of our method. A neural radiance field constructed from a point cloud often generates holes in the planes during the rendering of remote sensing images (a,c). We introduce a new neural point cloud completion method based on Point-NeRF, effectively addressing this issue (b,d). In order to eliminate the influence of different coordinate systems, the color band corresponds to the absolute elevation range of the neural point cloud; that is, if the z values of the lowest and highest points are   z  m i n    and   z  m a x   , respectively, the corresponding range of the color band is [0,    z  m a x   −  z  m i n    ]. 
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Figure 2. Different effects when Point-NeRF reconstructs urban scenes and mountains. The first row contains the rendered images, and the second row contains the neural point clouds. 
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Figure 3. The problem with Point-NeRF in reconstructing an area in shadow. Point-NeRF has difficulty dealing with shadows, especially those in shadow areas caused by sunlight. 
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Figure 4. The main workflow of our method. We first employ COLMAP to generate a sparse point cloud and initialize the radiance field. Subsequently, we decompose the radiance into albedo and irradiance, optimizing the original ray-marching algorithm using a shadow model with structural consistency to obtain shadow-invariant features. Following this, we perform hole detection and filling on the rendered views, and we introduce a new planar confidence parameter to reduce the probability of pruning the planar points. Finally, the model is optimized by calculating the loss between the rendered radiance and the ground truth. 
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Figure 5. Structural consistency shadow model based on point clouds. 
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Figure 6. Qualitative comparison of training set images. These images were used during training and were rendered using the corresponding camera poses. The neural point cloud structure of each scene is demonstrated on the left. The red boxes represent comparisons between our method and ImMPI, and the yellow boxes represent comparisons between our method and the baseline, Point-NeRF. 
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Figure 7. Qualitative comparison of test set images. The views in these images had not been seen by the models in the pre-training and optimization process. These images were used during training and were rendered using the corresponding camera poses. The neural point cloud structure of each scene is shown on the left. The red boxes represent comparisons between our method and ImMPI, and the yellow boxes represent comparisons between our method and the baseline, Point-NeRF. 
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Table 1. Quality assessment metrics of the training/test views for different methods.
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Name of

	
PSNR

	
SSIM

	
LPIPS




	
Scene

	
ImMPI

	
Point-NeRF

	
Ours

	
ImMPI

	
Point-NeRF

	
Ours

	
ImMPI

	
Point-NeRF

	
Ours






	
Building #1

	
24.92/24.77

	
14.49/14.42

	
25.89/25.43

	
0.867/0.865

	
0.709/0.702

	
0.889/0.883

	
0.150/0.151

	
0.354/0.359

	
0.147/0.152




	
Building #2

	
23.31/22.73

	
19.12/18.57

	
24.97/24.88

	
0.783/0.776

	
0.866/0.862

	
0.867/0.864

	
0.217/0.218

	
0.233/0.237

	
0.211/0.216




	
College

	
26.17/25.71

	
17.57/17.52

	
24.92/23.84

	
0.820/0.817

	
0.813/0.806

	
0.825/0.818

	
0.201/0.203

	
0.272/0.274

	
0.198/0.205




	
Mountain #1

	
30.23/29.88

	
23.21/23.18

	
30.57/30.23

	
0.854/0.854

	
0.891/0.888

	
0.896/0.896

	
0.187/0.185

	
0.228/0.228

	
0.193/0.197




	
Mountain #2

	
29.56/29.37

	
22.82/22.82

	
29.47/29.33

	
0.844/0.843

	
0.913/0.911

	
0.916/0.915

	
0.172/0.173

	
0.189/0.192

	
0.169/0.173




	
Mountain #3

	
33.02/32.81

	
29.52/29.11

	
33.81/33.77

	
0.880/0.878

	
0.966/0.963

	
0.988/0.982

	
0.156/0.157

	
0.087/0.084

	
0.155/0.159




	
Observation

	
23.04/22.54

	
18.32/18.18

	
24.48/24.10

	
0.728/0.718

	
0.673/0.669

	
0.794/0.789

	
0.267/0.272

	
0.325/0.338

	
0.243/0.250




	
Church

	
21.60/21.04

	
18.87/18.82

	
22.62/22.57

	
0.729/0.720

	
0.838/0.834

	
0.849/0.843

	
0.254/0.258

	
0.262/0.265

	
0.236/0.245




	
Town #1

	
26.34/25.88

	
21.63/21.59

	
27.62/27.35

	
0.849/0.844

	
0.907/0.901

	
0.922/0.914

	
0.163/0.167

	
0.191/0.191

	
0.161/0.164




	
Town #2

	
25.89/25.31

	
20.11/20.05

	
26.81/26.58

	
0.855/0.850

	
0.896/0.892

	
0.915/0.914

	
0.156/0.158

	
0.179/0.176

	
0.147/0.151




	
Town #3

	
26.23/25.68

	
26.44/26.13

	
27.19/26.93

	
0.840/0.834

	
0.965/0.964

	
0.963/0.960

	
0.187/0.190

	
0.088/0.092

	
0.091/0.096




	
Stadium

	
26.69/26.50

	
21.38/21.12

	
26.31/26.12

	
0.878/0.876

	
0.873/0.869

	
0.888/0.887

	
0.123/0.125

	
0.168/0.173

	
0.145/0.164




	
Factory

	
28.15/28.08

	
19.22/19.22

	
27.65/27.53

	
0.908/0.907

	
0.891/0.889

	
0.910/0.902

	
0.109/0.109

	
0.191/0.193

	
0.129/0.131




	
Park

	
27.87/27.81

	
19.34/19.32

	
27.93/27.62

	
0.896/0.896

	
0.901/0.901

	
0.925/0.923

	
0.123/0.124

	
0.176/0.177

	
0.126/0.128




	
School

	
25.74/25.33

	
20.61/20.58

	
25.84/25.82

	
0.830/0.825

	
0.796/0.788

	
0.856/0.852

	
0.163/0.165

	
0.209/0.207

	
0.183/0.185




	
Downtown

	
24.99/24.24

	
20.58/20.56

	
25.12/25.08

	
0.825/0.816

	
0.898/0.898

	
0.903/0.901

	
0.201/0.205

	
0.212/0.211

	
0.199/0.204




	
mean

	
26.34/25.95

	
20.83/20.70

	
26.95/26.69

	
0.835/0.831

	
0.862/0.858

	
0.894/0.890

	
0.172/0.173

	
0.210/0.212

	
0.170/0.176











 





Table 2. Ablation study of sub-components.
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SC      1   

	
PC      2   

	
HF      3   

	
PSNR↑

	
SSIM↑

	
LPIPS↓






	
Init (Point-NeRF)

	
-

	
20.83

	
0.862

	
0.210




	
Configuration

	
✓

	

	

	
23.64

	
0.877

	
0.192




	

	
✓

	

	
23.58

	
0.875

	
0.209




	

	

	
✓

	
22.49

	
0.870

	
0.205




	
✓

	
✓

	

	
24.89

	
0.884

	
0.197




	
✓

	

	
✓

	
25.06

	
0.892

	
0.184




	

	
✓

	
✓

	
25.42

	
0.903

	
0.188




	
✓

	
✓

	
✓

	
26.95

	
0.984

	
0.170








1 structural consistency shadow model; 2 planar constraint; 3 inverse-projection hole-filling. Check mark indicates that the subpart is included in the current experiment, and the upward arrow indicates that the higher the value, the better, and vice versa.













 





Table 3. Quantitative comparison of optimization durations and rendering speeds between different methods.
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	Method
	Image Size
	Pre-Training
	Optimization
	Rendering





	NeRF [7]
	512 × 512
	-
	>90 min
	>20 s



	NeRF++ [27]
	512 × 512
	-
	>60 min
	>20 s



	ImMPI [15]
	512 × 512
	21 h
	<30 min
	<1 s



	Point-NeRF [20]
	512 × 512
	-
	<60 min
	12–14 s



	Ours
	512 × 512
	-
	<60 min
	9–12 s










 





Table 4. Quantitative comparison of local planar area attribution.
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Test

	
Area #1

	
Area #2

	
Area #3




	
Method

	
Iteration

	
num_p

	
z_mean

	
z_var

	
num_p

	
z_mean

	
z_var

	
num_p

	
z_mean

	
z_var






	
Point-NeRF [20]

	
10 k

	
101,795

	
−22.48

	
15.69

	
153,496

	
−40.63

	
18.60

	
203,548

	
−55.83
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